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Administrivia

* P3 - Interviews & Requirements. Due Thursday, October 29
@ 11:59pm

« Guest lecture on Thursday
* No class Tuesday Nov 3"

 Guest lecture Thursday Nov 5t (there will be a pre-activity
due on Wed Nov 4th)

Software and Soc t | Carnegie
330 Systems e epar artme Mellon

University



Learning objectives for this lesson

* By the end of this lesson, you should be able to...

 Describe how continuous integration catches errors sooner, and
what makes a Cl process effective

 Explain how containers, infrastructure as code, and orchestration
(Kubernetes) make deployments repeatable

« Compare deployment strategies (big bang, rolling, blue/green,
canary, feature flags) and the risks each one reduces

 Explain why monitoring is what decides whether a release is
healthy

« Compare continuous delivery with test-driven development as
quality assurance strategies

D Software and Societal
Systems Department

Carnegie
Mellon

University




Retrospectives

« What should we start doing? |
e What should we stop doing? :
« What should we keep doing?
Helpful to take time to stop and :
reflect on how things are going. *eg S0
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CrowdStrike Failure

78 min ~8.5M

From update being sent until Windows machines crash and
the update is reverted. fail to reboot (Microsoft
estimate)

Airlines grounded flights, hospitals postponed procedures, banks and broadcasters went offline.
Fix involved plugging in a flash drive and physically rebooting machine.

The update had passed automated validation. So what should have stopped it?

Sources: CrowdStrike, External Technical Root Cause Analysis — Channel File 291 (Aug 2024); Microsoft (Jul 20, 2024)
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Validation bug, Process failure

What happened

S3D

A content validator approved the update, but
the validator itself had a bug

It shipped to every online client at once

Customers had no control over when content
updates arrived

Crashed machines couldn't receive the fix, so
rollback meant physical reboot

Software and Societal
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What CrowdStrike committed to
« Staggered deployment, “starting with a
canary deployment”

« More testing: local, content-update, and
rollback testing

« Monitoring sensor and system health during
rollouts

« Letting customers control when updates are
delivered
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History of Software Distribution
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History of Software Distribution
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History of Software Distribution
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History of Software Distribution

S35

Thanks for playing
(tm)

by Id Software

I suppose you could miss the further adventures of B.J.
Blazkowicz. I guess you don’t have to discover and destroy
the plans for . And one could probably

go on without battling the evil maniac Dr. Schabbs and his
army of hideous death mutants. So go ahead--don’t get part
two. Don’'t save the world from dictatorship. S5Sit on your
comfy couch and let all of civilization go to hell. You’'we
done your part, right? But if you've got real guts——-let’s go?
Then it's on to episode three where you face evil itself:
Adolf Hitler' And then on to the * VYes?

To order, call (800) 426-3123 or write:

Apogee Software Productions

P.0. Box 476389

Garland, T 75047 (Add 54 for S & H.)
Specify 3.5 or 5.25 disk when ordering. U.5. Funds Only

:~WOLF3D>
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History of Software Distribution

" 540 HOURS FREE!
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History of Software Distribution
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Thanks for playing
tm)
by Id Software

I suppose you could miss the further adventures of B.J.
Blazkowicz. I guess you don’t have to discover and destroy
the plans for . And one could probably
go on without battling the evil maniac Dr. Schabbs and his
army of hideous death mutants. So go ahead—-don’t get part
two. Don’t save the world from dictatorship. Sit on your
comfy couch and let all of civilization go to hell. You’ve
done your part, right? But if you've got real guts——let’s go?
Then it’s on to episode three where you face evil itself:
Adolf Hitler! And then on to the * Yest

To order, call (888) 426-3123 or write:
Apogee Software Productions
P.0. Box 476389
Garland, TX 75847 (Add $4 for S & H.)
Specify 3.5 or 5.25 disk when ordering. U.S. Funds Only
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History of Software Distribution
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A commit's trip to production, and what
goes wrong

[Integr‘ate ]—»[ Package ]—{ Run ]—»[ Release ]—{ Observe ]




A commit's trip to production, and what
goes wrong

[Integr‘ate ]—»[ Package ]—{ Run ]—»[ Release ]—{ Observe ]

Merging “Works on my Hundreds of Every release is Is it actually
Challenge: everyone's machine” containers a bet working?
changes
Solution: Cl Cloud, Docker, laC Kubernetes CD, canaries, flags Monitoring
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Challenge 1: Merging
everyone's changes

Continuous Integration




CI/CD Pipeline overview

( ) ( )
Code Edit 1 Tests Run
\_ J \_ J
s ] N s : N
Code
Deployed Code Merged

- J - J
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History of Cl

:;_j#:; (1999) Extreme Programming (XP) rule: “Integrate Often”
1 (2000) Martin Fowler posts “Continuous Integration” blog
Cerusecortol (2007) First Cl tool
@lenkins (2005) Hudson/Jenkins
& Travis €1 (2011) Travis Cl

82 (2019) GitHub Actions
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Observation

Cl helps us catch errors
before others see them




Agile values fast quality feedback loops

Faster feedback = lower cost to fix bugs

Old feedback loop: infrequently
New feedback loop: continuously

Defect Cost

Feedback loops we’ve covered
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Clis triggered by commits, pull
requests, and other actions

commits code to for updates
Develop/ \
oOY0 T
Runs build for each commit

checks
o .
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3 Systems Department Mellon

CircleCl GitHub TravisCl

University



Automating Feedback Loops is
Powerful

HOW LONG CAN YOU WORK ON MAKING A ROUTINE. TASK MORE
EFRCIENT BEFORE YOURE SPENDING MORE TME THAN YOU SAVE?

o (ACROSS FIVE YEARS)
Consider tasks that are Y
done by dozens of onr oy DALY WEEKY MONHY YERY
1 5econD ([T oy | 2oums | 0,20 mrj—lums Mm:ll'um 5Ecosnps
developers (e.g e PR
testing/deployment) 30 ccnos | Fizga 5] ome| 2 vons| 2 w30 [ 2

OIITITm
Mﬂ%‘j 1 MINUTE Sume@”% 1 OAY | 4 Hows | 1 HOwR M'Néms

oI
8 WEEKS

A 5 MmEs |[6] oave| 21 voves | Svows | 2>
SH%-_E 30 MINUTES L] oAv | 2 Houes
1 HOUR [2)oavs| 5 rowes
6 HOURS Coreees|[1] oY

[T] o

D Software and Societal Carnegie
Systems Department Mellon

University


https://xkcd.com/1205/

Attributes of effective Cl processes

~ Output the full test name

L] L] °
d P O | I CI e S . All checks have passed

° DO not aIIOW builds tO remain broken for 9 successful checks

I ¢
a | O ng tl m e v O Check dist/ [ check-dist (push) Successful in 30s Details
i C I S h O u | d ru n fo r eve ry C h a ng e v (@) Build and Test the Grader [ test (reference) (push) ... Details 1

o CI ShOUId not Completely replace pre_ v (@ BufldandTesttheGrader,ltest (b) (.push) Succes... Deta?ls »
commit testing ST ————

 |nfrastructure:
° Tools: extract_features.py: correct define name for AP_RPM_ENABLED

, peterbarker committed 5 days ago X

d C I S h O u | d b e fa St, p rOV i d i n g fe ed ba C k AP_Mission: prevenF use of uninitialised stack data --
within minutes or hours it

« Cl should be repeatable (deterministic)

+ (w) Build and Test the Grader [ build (push) Successfu... Details

J2
AP_HAL_ChibiOS: disable DMA on I12C on bdshot boards to free up DMA ch... --

'}) andyp1per authored and tridge committed 6 days ago X

SITL: Fixed rounding lat/Ing issue when running JSBSim SITL -
_-_) ShivKhanna authored and tridge committed 6 days ago X

AP_HAL_ChibiOS: define skyviper short board names
» yuri-rage authored and tridge committed 6 days ago X
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Effective Cl processes are run often
enough to reduce debugging effort

* Failed CI runs indicate a bug was 0 prestodb / presto
introduced, and caughtin thatrun = - = = v

* More changes per-Cl run require
more manual debugging effort to
assign blame

© Andrii Rosa

Update TestHiveExternalWorkersQueries to cre

A single change per-Cl run
pinpoints the culprit

/ master Introduce large dictionary mode in SliceDiction

Q Maria Basmanova

| master Add Top N queries to TestHiveExternalWorkersc

& Maria Basmanova

X master Fix client-info test-name output

Leiqging Cai

< master Add Thrift transport support for TaskStatus
O Andrii Rosa

 master
& Maria Basmanova
=
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-0- #52300 passed
36392a2

-o- #52287 errored

aa55ea7

0 #52284 errored
193a4cd

o- #52283 passed
FFF331F

©- #52282 passed
746d7b5

- #52277 passed
a9ed97a

-o- #52271 errored
8b62d43

-o- #52266 failed

467277a

- #52263 passed
fc94719

More options

10 hrs 49 min 31 sec
2 days ago

11 hrs 6 min 44 sec
2 days ago

11 hrs 50 min 37 sec
2 days ago

11 hrs 3 min 20 sec
2 days ago

10 hrs 55 min 37 sec
2 days ago

10 hrs 43 min 30 sec
2 days ago

10 hrs 46 min 36 sec
3days ago

10 hrs 35 min 49 sec
3 days ago

11 hrs 13 min 42 sec
3days ago
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Effective Cl processes allocate enough resources to

mitigate flaky tests
* Flaky tests might be dependent on timing (failing due to
timeouts)

* Running tests without enough CPU/RAM can result in
increased flaky failure rates and unreliable builds

CPU 4 and RAM 8GB
CPU 2 and RAM 16GB
CPU 2 and RAM 8GB
CPU 2 and RAM 4GB

Configuration Ranked As
B Best Price

M Best Reliability

M Best Reliability and Price

CPU I and RAM 8GB
CPU 1 and RAM 4GB
CPU 0.5 and RAM 4GB
CPU 0.5 and RAM 2GB
CPU 0.25 and RAM 2GB
CPU 0.1 and RAM 2GB
CPU 0.1 and RAM 1GB

0 5 10 15 20
Number of Projects
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https://arxiv.org/abs/2310.12132

Clin practice at Google

* Large scale example: Google TAP
50,000 unigue changes per-day, 4 billion test cases per-day

 Pre-submit optimization: run fast tests for each individual change (before
code review).
Block merge if they fail.

« Then: run all affected tests; “build cop” monitors and acts immediately to
roll-back or fix

 Build cop monitors integration test runs
 Average wait time to submit a change: 11 minutes
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Challenge 2: “It works on my
machine”

Cloud infrastructure, containers, and infrastructure as code
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How can we continuously
update our software in
production?




Many apps rely on common
infrastructure

« Content delivery network: caches
static content “at the edge” (e.g.

il

Content

: Delivery
cloudflare, Akamai) Network
« Web servers: Speak HTTP, serve Clients
static content, load balance L 5
between app servers (e ffe-a- — A
PP * -8 ql . B I°  Servers
haproxy, traefik) i i

« App servers: Runs our application
(e.g. nodejs)

* Misc services: Logging,
monitoring, firewall

 Database servers: Persistent data

ApPp
Servers
ervices
servers
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What parts of this infrastructure can be shared across
different clients?

Content
Delivery
Network

Client 1 App 1 e

Servers

App
Servers

t | ° MlsC @ @ @ erors
ervices
ar N servers
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What is the infrastructure that needs to
be shared?

« Our apps run on a “tall stack” Middleware Middleware
of dependencies [—

» Traditionally this full stack is
self-managed

* Cloud providers offer products
that manage parts of that Storage Storage
stack for us:

Operating System
Virtualization Virtualization

Physical Server Physical Server

Network Network
» “Infrastructure as a service”
. uPl atform as as ervi ce” Physical data center Physical data center
« “Software as a Service” Traditional, on- .
premises computing Platform-as-a-Service

Self-managed Vendor-managed

D Software and Societal Carnegie
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Shared infrastructure analogy: Pizza

* Four ways to get pizza: Pizza as a Service
Make yourself, take and e e T
bake, delivery, dine out e ee5) pees see
« Vendor manages different

levels of the stack, achieving i
economies of scale

« When would you choose
one over the other?

Ch

Dining Table

Dining Table

Dining Table Dining Table

Electric / Gas Electric / Gas Electric / Gas

Pizza Dough Pizza Dough Pizza Dough Pizza Dough

Tomato Sauce Tomato Sauce Tomato Sauce

Toppings Toppings Toppings

(@)
=

[e) o
I < =
[0} o 3
. S 73

0

o
= - o =
) puts < =
2 s |3 =
o 73

0

= g
) =)
o =
4 o

o]
o = | 2
2 ° | 3
o

- Made at Home | Take and Bake Pizza Delivery | Dining Out

@ You Manage @ Vendor Manages

Pizza as a Service — by Albert Barron (unlicensed?

Carnegie
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Multi-Tenancy creates economies of

scale

At the physical level:
« Multiple customers’ physical machines in the same data center

 Save on physical costs (centralize power, cooling, security, maintenance)

At the physical server level:
« Multiple customers’ virtual machines in the same physical machine

. gavke) on resource costs (utilize marginal computing capacity - CPUs, RAM,
IS

At the application level:
« Multiple customer’s applications hosted in same virtual machine

« Save on resource overhead (eliminate redundant infrastructure like OS)
 “Cloud” is the natural expansion of multi-tenancy at all levels

Carnegie
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Cloud infrastructure scales elastically

» “Traditional” computing infrastructure requires capital
iInvestment

 “Scaling up” means buying more hardware, or maintaining excess
capacity for when scale is needed

* “Scaling down” means selling hardware, or powering it off

 Cloud computing scales elastically:
 “Scaling up” means allocating more shared resources
 “Scaling down” means releasing resources into a pool
« Billed on consumption (usually per-second, per-minute or per-hour)

D Software and Societal Carnegie
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Cloud services gives on-demand access
to infrastructure, “as a service”

« Vendor provides a service catalog of “X as a service”
abstractions that provide infrastructure as a service

APl allows us to provision resources on-demand

* Transfers responsibility for managing the underlying
infrastructure to a vendor

Ple_ase give me... API request (and billing info...)

A virtual machine >
A database server
A video chat room Resources

Carnegie
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Infrastructure as a Service: Virtual
Machines

e Virtual machines:

- Virtualize a single large server into fepleater
many smaller machines Middleware
« Separates administration Operating System

responsibilities for physical machine
vs virtual machines

 OS limits resource usage and

Virtualization

Physical Server

guarantees quality per-VM Storage
¢ EaCh VM runs its own OS Network
° Exa mples. Physical data center
. Clogd: Amazon EC2, Google Compute S Abstracted physical machine
Engine, Azure
Self-managed Vendor-managed

e On-Premises; VMWare, Proxmox
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Let's look more closely at this software stack

e The “instruction set” is

an abstraction of the
underlying hardware

* The operating system — e = w—
presents the same Operating System
abstraction + OS calls. -_ — Hard_ware_ —

————————————

O 0
| || )
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The operating system allows several
apps to share the underlying hardware

Appl App2
Dependencies Dependencies

ISA+OS Calls I I N S S .

Operating System

Hardware

O O
- —




A virtual machine allows shared
hardware

Appl App2 Appl App2
Appl App2 Appl App2
Depe Depe Depe Depe
nden nden nden nden
CieS Cies Cies Cies I
0s1 0S2
ISA [ I [ I I
Virtual Machine 1 Virtual Machine 2
ISA H B

Virtual Machine Manager

______

Hardware

-~ .
\ | —_ )
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Virtual Machines facilitate multi-tenancy

* Multi-Tenancy

« Multiple customers sharing same physical machine, oblivious to
each other

* Decouples application from hardware

e virtualization service can provide “live migration” transparent to the
operating system, maximizing utilization

* Faster to provision and release
* VM v. physical machines == ~mins v. ~hours

D Software and Societal g/lalﬁlegle
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Virtual Machines to Containers

« Each VM contains a full operating system
« What if each application could run in the same (overall)
operating system? Why have multiple copies?

« Advantages to smaller apps:
 Faster to copy (and hence provision)
« Consume less storage (base OS images are usually 3-10GB)

D Software and Societal Carnegie
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Containers run layered images,
reducing storage space

FROM node:18-buster-slim
RUN apt-get update && apt-get install python3

° Images are defined ??iig;;fz_iitiiigi_ik_}SZi‘;g?;.O_dev libcairo2-dev
programmatically as a series of RON mkcix -p /usr/src/app
“build steps” (e.g. Dockerfile) COPY 1) Juer/anc/amn
 Each step in the build becomes a RUN mpm 2o build
i1 n CMD [ "npm", "start" ]
layer Example image specification (Dockerfile)

e Built images can be shared and

(:Ea(:r]ee(j Our compiled app
* To run a container, the layers are
linked together with an “overlay” python3, buildessential, =
. pango, calro, libjpeg, libgi
f||esyStem node:18-buster-slim

Carnegie
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Containers run layered images,
reducing storage space

« Many images may share the same lower layers (e.g. OS,
NodeJS, some system dependencies)

* Layers are shared between images

« Multi-tenancy: N running containers only require one copy of
each layer (they are read-only)

Orion’s compiled app Ripley’s compiled app

Orion’s app Ripley’ s app

node:18-buster-slim node:18-buster-slim

Carnegie
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A container contains your apps and all
their dependencies

 Each application is encapsulated in a “lightweight container,”
includes:
« System libraries (e.g. glibc)
« External dependencies (e.g. nodejs)

« “Lightweight” in that container images are smaller than VM
images - multi tenant containers run in the OS

 Cloud providers offer “containers as a service”
(Amazon ECS Fargate, Azure Kubernetes,
Google Kubernetes)
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A container contains your apps and all
their dependencies

* YOU m|ght pUt Appl App2 Appl App2
several apps in a oot || [horn oot || [
single container, [ ;‘é‘?:sl‘ [ o | | o
together with their
dependencies — e e e e -

Operating System

- Might have only one -— — B W W W W
copy of shared Hardware |
dependencies o= m 0
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XaaS: Containers as a Service

« Vendor supplies an
on-demand instance

. Appl App2 Appl App2
of an operating prer| I e || T
system i ] Nl ) [
« Eg: Linux version NN _ _
» Vendor is free to - e me e s s

implement that
instance in a way
that optimizes costs
across many clients.

We don’t care what’s under here: it’s an
abstraction!

Carnegie
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Docker is the prevailing container
platform

* Docker provides a

Appl App2 Appl App2
standardized — prpz i prpz
interface for your ] g Bt Peperd [ Dere
container to use [ - I‘ [ -

« Many vendors will — s e s e s
host your Docker
container

We don’t care what’s under here: it’s an
abstraction!

« An open standard for
containers also exists
(IIOCIII)
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Code Blame 19 lines (14 loc) - 520 Bytes 3 &8 Rw (0 & 2 ~ [

1 # specifies the Parent Image from which you are building.
2 FROM python:3.9
3
4 # specify the working directory for the image
5 WORKDIR /code
6
7 # TODO
8 # copy and install requirements (simple and cache-friendly)
9 COPY requirements.txt /code/requirements.txt
10 RUN pip install --upgrade pip \
11 && pip install -r /code/requirements.txt
12
13 # copy application code
14 COPY ./app /code/app
15
16 EXPOSE 8080
17
18 # uvicorn will import the FastAPI "app" object from app/main.py
19 CMD [“uvicorn", "app.main:app", "--host", "0.0.0.0", "--port", "8080"]

Al .
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Tradeoffs between VMs and Containers

« Performance is comparable

« Each VM has a copy of the OS and libraries
- Higher resource overhead
* Slower to provision
« Support for wider variety of OS’

« Containers are “lightweight”
* Lower resource overhead
 Faster to provision

« Potential for compatibility issues, especially with older software
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Platform-as-a-Service: vendor supplies
OS + middleware
« Middleware is the stuff between our app and ¢

a user’'s requests: /H\

« Content delivery networks: Cache static content IIIIII ggmgpyt
« Web Servers: route client requests to one of our Clients Network

app containers —
: : : , N W BN
» Application server: run our handler functions in R Servers

response to requests from load balancer

« Monitoring/telemetry: log requests, response
times and errors

Il .... e
Servers
 Cloud vendors provide managed middleware

platforms too: “Platform as a Service” Vonitorna/T @ @ @ Database

elemetry
servers
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Paa$ is often the simplest choice for
app deployment

 Platform-as-a-Service provides components most
apr)s need, fully managed by the vendor: load Application
balancer, monitoring, application server

« Some PaaS run your app in a container: Heroku, AWS
Elastic Beanstalk, Google App Engine, Railway, Vercel...

« Other PaaS run your apps as individual Vitualeateon

functions/event handlers: Aws Lambda, Google Cloud Physical Server
Functions, Azure Functions

« Other PaaSs provide databases and authentication,

and run your functions/event handlers: Google Firebase, Network
Back4App

Middleware

Operating System

Storage

Physical data center

D Software and Societal
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Paa$S in the style of Heroku runs
containers

Takes a web app as input
 Provide an entry point to code, e.g. “npm start”, or optionally, a
container specification

Hosts web app at chosen URL, can scale resources
up/down on-demand 1
« Load balancer fully managed by Heroku, scaling transparent
. . Load balancer +
« Auto-scale down to use no resources, spins up container on traffic monitor

reception of a request
« Dashboard for monitoring/reporting / \

HTTP requests

« Newcomers provide similar functionality (Vercel, Container Container
Railway, etc) Our NodeJSApp  Our NodeJS App
* Host PaaS on-premises, too (Caprover)
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How to deploy web apps?

O Write some code

« What we need:

A server that can run our application

« A network that is configured to route requests from
an address to that server

« Questions to think about: |
Restart server with my changes,

» What software do we need to run besides our make sure it doesn’t crash
application code? (Databases, caches, etc?)

« Where does this server come from? (Buy/Borrow?)
« Who else gets to use this server? (Multi-tenancy or L]

exclusive?)
« Who maintains the server and software? (Updates OS, _

) ) 5
libraries, etc?) Class Server, in CS Department
Data Center

Copy over (s)FTP

D Software and Societal Carnegie
Systems Department Mellon

University



Self-managed vs Vendor-managed

« Consider who manages each tier in the stack Application Appiication
 Benefits to vendor-managed options: Middliewars Middleware
» More ways to reduce resource consumption, S S Operating System
improve resource utilization
Virtualization Virtualization
« Less management burden
* Less capital investment, more flexibility in scaling Physical Server Physical Server
 Benefits to self-managed options: Storage Storage
 Greater flexibility to migrate between software — Network
platforms
Physical data center Physical data center

 Potentially less operating expenses

Traditional, on-

premises computing SaaS

33 D Software and Societal Lr1eg
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Motivating scenario: Failed Deployment at Knight Capital

Knightmare: A DevOps
Cautionary Tale

[ was speaking at a conference last year on the topics of DevOps, Configuration as Code, and
Continuous Delivery and used the following story to demonstrate the importance making
deployments fully automated and repeatable as part of a DevOps/Continuous Delivery initiative.
Since that conference I have been asked by several people to share the story through my blog.

This story is true — this really happened. This is my telling of the story based on what I have

read (I was not involved in this).

This is the story of how a company with nearly $400 million in assets went b

minutes because of a failed deployment.

“In the week before go-live, a Knight engineer manually
deployed the new RLP code in SMARS to its 8 servers. However,
he made a mistake and did not copy the new code to one of the
servers. Knight did not have a second engineer review the
deployment, and neither was there an automated system to
alert anyone to the discrepancy. “
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What could Knight capital have done better?

« Use capture/replay testing instead of driving market
conditions in a test

 Avoid including “test” code in production deployments
« Automate deployments
* Define and monitor risk-based KPIs

* Create checklists for responding to incidents
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Continuous Delivery Relies on
Infrastructure As Code

* Provisioning servers is tedious and error prone
« Deploy a VM, then ssh to it, install some packages, etc

HAProxy

« Keeping servers up-to-date is also a struggle i T
certbot I

Installs and renews SSL certificates

* ldeal: ——

« “Give me HAProxy with some configuration file, and =
keep that configuration in a git repo, and when |
change it, roll out an update”

« “Give me some containers running my NodeJS app,
and when | update my app, roll it out to those
containers”

« “Give me a bunch of servers with MongoDB set up in a
cluster”

apt-get
Maintains updates

Carnegie
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Infrastructure as Code

« Goal: Create a system that, when run, can automatically
bring physical or virtual machines to some configured

State
* These configurations can then go into version control, code —_
review, etc e —
- Metaphor: “Recipes” for configuring servers, organized e
into “cookbooks” = e

- Engineers define “healthy” states for infrastructure, then
system automatically provisions, validates, and (if needed)

repairs deployed resources

« “Oh, this is how they do things at Amazon” - Inspiration for
Chef, c 2009

« Other tools with similar aims: Puppet (c 2005), Ansible (c
2012)

Carnegie
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https://www.chef.io/blog/announcing-chef

Challenge 3: Running
hundreds of containers

Container orchestration with Kubernetes




Kubernetes orchestrates containers
across a cluster

« Open-source container orchestrator, based on
Google's internal Borg system

 You say what should run; Kubernetes decides
where and keeps it running:

« Schedules containers onto machines

« Restarts or replaces containers that fail
« Scales the number of copies up and down

» Rolls out new versions a few at a time
« Gives services stable names and load balancing

 Every cloud offers it as a service: GKE (Google), EKS Omega (EuroSys13) Borg (EuroSys '15)
(Amazon), AKS (Azure)

| .
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You declare the desired state:
Kubernetes makes it so

4 )

Desired state
YAML files, in git

You edit replicas:3 — 5

Controller sees 3 running, wants 5,
starts 2 more

D Software and Societal
Systems Department

(

Controller
compare, then act

J

Actual state

what's running in the cluster

observe, repeat forever

A machine dies, taking 2
pods

Controller sees 1 running, wants 3,
schedules 2 elsewhere

You change the image tag

Controller replaces old pods with
new ones, a few at a time

Carnegie
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Containers, pods, deployments, and
services

« Container: your app image, built from a
Dockerfile

« Pod: one or more containers scheduled
together; the smallest unit Kubernetes
runs

« Deployment: how many copies of a pod
Container should exist, and how to roll out new
(Application Code) versions

- Service: a stable name and load
balancer in front of pods, which come
and go

Image: phoenixnap.com/kb/understanding-kubernetes-architecture-diagrams
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A Deployment and a Service are just
YAML in your repo

apiVersion: apps/vl
kind: Deployment
metadata:
name: nodebb
spec:
replicas: 3
selector:
matchLabels: {app: nodebb}
template:
metadata:
labels: {app: nodebb}
spec:
containers:
- name: nodebb
image: ghcr.io/my-team/nodebb:3f9c2al
ports:
- containerPort: 4567

apiVersion: vl
kind: Service
metadata:
name: nodebb
spec:
type: LoadBalancer
selector: {app: nodebb}
ports:
- port: 80
targetPort: 4567

replicas: how many copies should exist. image: tagged

with the commit SHA that Cl built

Software and Societal
Systems Department

selector: send traffic to any pod labeled app: nodebb.

Clients use the Service, never individual pods
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Kubernetes architecture

Master Node

Key Value Store - etcd

Optional Add-Ons
(DNS, UL...)

Worker Node

020
o0
Optional Add-Ons ) -
(DNS, UL..)

Users

Worker Node

Image: phoenixnap.com/kb/understanding-kubernetes-architecture-diagrams
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Kubernetes handles crashes and
rollouts for you

$ kubectl get pods  Self-healing: delete or crash a pod and
nodebb-7c9f-al  Running ;
e e O el e a new one takes its place

nodebb-7¢9f-c3  Running - Rolling updates by default: replace

$ kubectl delete pod nodebb-7c9f-al pods a few at a time

$ kubectl get pods # a replacement appears . .
- Readiness probes: new pods get traffic

$ kubectl set image deployment/nodebb \ only after they report ready
nodebb=ghcr.io/my-team/nodebb:8d41e07
$ kubectl rollout status deployment/nodebb e Rollback: one command back to the

$ kubectl rollout undo deployment/nodebb . .
previous version

But Kubernetes only knows whether your
pods are running, not whether the new
version is correct.
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Challenge 4. Every release is
a bet

Continuous delivery and deployment strategies




Continuous Delivery

« “"Faster is safer”: Key values of continuous delivery

 Release frequently, in small batches
- Maintain key performance indicators to evaluate the impact of updates

* Phase roll-outs
 Evaluate business impact of new features

Defect Cost

Carnegie
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Continuous Delivery I= Immediate Delivery

 Even if you are deploying every day (“continuously”), you still have

some latency
« A new feature | develop today won't be released today

« But, a new feature | develop today can begin the release pipeline

today (minimizes risk)

- Release Engineer: gatekeeper who decides when something is
ready to go out, oversees the actual deployment process

Carnegie
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Fast to deploy, slow to release

- Deploy: put the new code on production
servers

« Release: turn it on for users

. , L\
» Separating the two lets teams ship small st g . s
changes constantly while controlling who }
sees them iy ;\\
+ Chuck Rossi at Facebook: “Get your s*** in, fix Chuck R;’?‘TSSI

it in production”

Carnegie
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“Big bang” deployments

Final State
State O

Every server switches to the new version at once. Simple and fast, and every bug reaches every
user.

Image: dev.to/mostlyjason/intro-to-deployment-strategies-blue-green-canary-and-more-3a3
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Rolling deployments

State 0 State1

State 2 Final State

Replace servers a few at a time. No downtime, but old and new versions serve traffic side by side
for a while.

Image: dev.to/mostlyjason/intro-to-deployment-strategies-blue-green-canary-and-more-3a3
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Canary deployments

User Traffic User Traffic

| |
0 0 o 0 0 o

Load Balancer Load Balancer
Most Usersﬂ.& l _f:\Few Users | l |
! | v v
e Jo Jeo o Jo Jeo
Majority Infrastructure _ All Infrastructure
o Jo Jo o Jo Jeo |
Code Version1 Code Version 2 Code Version 2

Send a small slice of traffic to the new version, compare its health to the old version, then widen
or roll back.

Image: dev.to/mostlyjason/intro-to-deployment-strategies-blue-green-canary-and-more-3a3
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Back to CrowdStrike: what would a
canary have changed?

What happened

Every online Windows sensor, 04:09-05:27 UTC

With a canary Held back until ring 0 looks healthy

« A crash on boot is about as loud as failures get; a small first ring would have shown it
within minutes

« The fix is cheap to describe and hard to build: rings, a health signal, and an automatic
stop

« Question: what metric would tell you the canary is sick?
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Feature flags

Ship code turned off, then turn it on per user, group, or percentage of traffic without
another deployment

GateKeeper m

A : ‘I ’ . t Project: 64bit_rollout | History | RenderTime
] ¥ ]
years | 2> ' v, Permission | New Restraint
5 S ’ . ' Toggles | Rank Move Group D WHITELIST ME
] 1 \ ’ all users Restraint Type
= ¢ _Ops 4 s . (e RARELE
' TOggleS . S Age - Younger
' Application o
- II : Browser Cancel w"w”dqm
months | O [y s * "=. ‘gg::':catlon =
— A )
. ol g “ Datacenter Alpha Def. n/a
___________ Y G i . 4 b n Updated  4/21/09 3:23:04pm
&% . RS A s : EXperlment : Friend Count - More Console none
5 Gatekeeper project Name
weeks Vo Rel ‘\ l‘ Toggles ,' 1D 1 Description 64 bit rollout
ll Te ealse : “ " tl?:v;rk Needs Flush No
’ ] . 0s
. Ogg es % . Remote IP
“ v £ | Server IP
d .. S | Server Time - After
ays | 2 TNemmmmm===T dynam I Sm Server Time - Before
changes with changes with runtime changes with
a deployment re-configuration each request
Pete Hodgson, “Feature Toggles”, martinfowler.com Facebook's Gatekeeper
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Continuous Delivery Leverages Relies
on Staging Environments

Developer
Environments Beta/Dogfooding User Requests

Testing Production Environment

Environment e — p— e
:

Revisions are “promoted” towards production

Q/A takes place in each stage (including production!)
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Ring deployment: Microsoft

Ring O Ring 1 Ring 2 Ring 3 Ring 4
— — — —
Team Dogfood Beta Many All

Commits flow outward ring by ring; if a ring shows a problem, the build is pulled back (“de-
flighted"”)
« Windows Insider program:

« Dev Channel: newest builds, weekly

« Beta Channel: builds Microsoft has validated more

» Release Preview Channel: highest quality, just before general release

| .
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Release channels for software users
install

« When users install the software (a browser, an OS), you can't flip a load
balancer, so releases move through channels

- Firefox: Nightly — Beta — Release, with a new release about every 4 weeks
« Extended Support Release (ESR) for organizations that need slower change

« Edge (and Chrome): Canary (daily) — Dev (weekly) — Beta — Stable
 Arelease engineer can fast-track an urgent fix through the channels
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Continuous Delivery Tools

 Simplest tools deploy from a branch to a service (e.g. Render.com, Heroku)
« More complex tools:

« Auto-deploys from version control to a staging environment + promotes through
release pipeline

« Monitors key performance indicators to automatically take corrective actions
- Example: “Spinnaker” (Open-Sourced by Netflix, c 2015)

Find image

Cutover Deploy PROD Tear down Destroy
Start from TEST Deploy CANARY manual approval (red/black) CANARY old PROD
Wait 30 mins Wait 2 hrs
z Software and Societal Carnegie
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https://spinnaker.io/
https://spinnaker.io/docs/concepts/#application-deployment
https://spinnaker.io/docs/concepts/#application-deployment
https://spinnaker.io/docs/concepts/#application-deployment

What can it look like when it's done?

 Netflix Spinnaker (open-source, fully automated CD pipeline):
Takes code from the repository to production

Developers specify the required tests

Decides where and how code runs (replication, placement)
Supports canary deployments and traffic management

5x 440x 46 % 44%

lower change failure rate faster from commit to more frequent more time on new
deploy deployments features and code

High performers vs. low performers, Puppet State of DevOps Report 2017. Spinnaker: youtube.com/watch?v=UTKIT6STSVM
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Deployment Example: Facebook.com
* Pre-2016

Developers working in their own branch

-==" When feature is ready, push as 1 change to master branch

&~
~1 week of development
|
|
master branch 1 3 days 4 days All changes that survived stabilizing
l . e edSeE B, C [
; T G
Weekly I i i i
All ch k . . . .
changes from wee release branch
that are ready for release : : : :
| | | |
\/ \/ \/ \ 4

| .
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Deployment Example

1_1,‘_\ AT

'

. 7 es “Our main goal was to make sure that the
- -J "! . - W new system made people’s experience
Wi a®y A better — or at least, didn’t make it worse.
After a year of planning and development,
over the course of three days we enabled
100% of our production web servers to
run code deployed directly from master”

*

\
Rk Y
A e

_—=

e Chuck Rossi, Director Software Infrastructure & Release
Engineering @ Facebook
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Challenge 5: Is the release
actually healthy?

Monitoring and observability




Continuous Delivery Relies on Monitoring

 Consider both direct (e.g. business) metrics, and indirect (e.g. system) metrics

Hardware

« Voltages, temperatures, fan speeds, component health
« OS

« Memory usage, swap usage, disk space, CPU load

Middleware

« Memory, thread/db connection pools, connections, response time

Applications
« Business transactions, conversion rate, status of 3rd party components
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Monitoring can help identi

Overall Cluster Memory Usage
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Overall Cluster CPU Usage

f
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_time _value _field _measurement fuzzer
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Continuous Delivery Tools Take Automated Actions

« Example: Automated roll-back of updates at Netflix based on
SPS . N

PROD:US-EAST-1
SPS Server Successes (License Requests) SPS Client Successes (Startplays)
- E== ! J
o~ U 2.0 _|
\
S |
‘ 1
SE===s o ] = =
.
= 0- |
}
o ‘
0- 1 J 1 1
30 36 39 48 10:27 10:30 10:33 10:36 39 48

MONITORING!
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https://www.youtube.com/watch?v=qyzymLlj9ag

Example dashboard by DataDog:

F r. O m IVI O n it O ri n g t O O b S e rV a bi | ity https: //www.datadoghq.com/blog/gke-dashboards-integration-improve ments/

- Understanding what is going on inside of our deployed systems

17 GKE Enhanced Dashboard + Add Widgets ih  Past1Hour .|[u m a
Saved Views - i e i lv ‘M -- .- o 'l.- & l- "1- . “- ON High Density Mode O Events&logs @ & ©
e o -
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] 0
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+ Monitor GKE with 5 ' aa ) X w [op Tags Metric Avg Max Value Tags Metric Avg Max Value
. ‘Support for GK - : ( hostgke-ge..  Receiv 7181 MiBfs 13338 MIB/s  75.06 MiB, host:gke-demo-1128...  Received By. 0 0 0
hostgke-de..  Receiv.. 11420 MiBfs 20407 MiB 73.33 MiB host:gke-demo-1128..,  Received By 0 o 0
Ausoot R R R ) 3¢ bof ol ) B howskede_ $3.01 Mils 14068 92.18 i a ke-demo1128...  Received B s o 0
3 3 o ke ecriv Bis 1 MiBis  97.18 MiBis host ake-demo-11 mcerved By
e ‘a¥ ol
If some graphs appear empty, .
check out the following: 1 S e
More v Pods
CPU-intensi.. 4h CPU usage Memory-int.. 4h  Memory usage
5.84 user-db-2 18.64 produ...
10
v Control Plane s20 (EEEES i ad . (1525 produ. .
517 user-db3 B A gy M 1089 dsmed..
4.65 user-db-1 10.72 dev-ds...
For the data in this section to populate you must enable GKE control plane metrics. Control plane metrics give you 447 user-db-0 o pom w4 584 Eperd.. ’ . el
visibility into the operation of the Kubernetes control plane, which is managed by Google in GKE. L84 [iarigh-5 456 [iperd..
3.66 user-db-8 T. M. Avg Max  Value 475 userd. T. M. Avg Max  Value
322 userdb-7 p C 163 m 363 148 4.67 userd.. P M 1452 1474, 144.2.
API Server Latency By Method Controller Manager Node Collector...  Scheduler Latency by Result 310 § 452 Kafka
119 (G- P € 157 M. 387 4 - - P Mo 1434 145.6.. 143.2..
4 ol 3.10 kafka-cl.. 447 userd..
M oo, €. WSm. RAm. 46m. m oo M. 0 1430 1412
02
005 Podsinreadyst.. Podsinbadstat.. Podsrunning(c.. Volume-intensiv.. Volume usage
2
0 44 NJA, gke-de... 586.67 default 963G user-db-6 .
August Seprember 44 NJA gke-de.. 300 pissystem cefaut user suth 9.60G user-db-... =
o 43 NJA, gke-de 200 kube-syst.. S 899G user-db3
Teoom Avg Max - val August September — 0 bookinfo default, product-reco ) “ r"\
ve.. av 9e-3 0011 & o ——_— - 2 NA garde.. alrao—m e tea 8056 [iserdbed

Software and Societal

Systems Department

Carnegie
Mellon
118%

Univer
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New Tools allow Observability inside of Apps, Too

Alerts  Diagn
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Remember:

 McNamara Fallacy
* Measure whatever can be easily measured
 Disregard that which cannot be measured easily

* Presume that which cannot be measured easily
Is not important

* Presume that which cannot be measured easily
does not exist
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Putting it together: DevOps

Who is responsible for all of this?




What is DevOps?

 Bringing together two groups that used to be
separate:

- Development, measured on features completed
and code shipped

- Operations, measured on stability, reliability,

availability _
* Benefits: e
+ Velocity: how quickly changes reach users ‘Quoul
 Quality: successful delivery of features -

Replying to @cmeik
devops is really more of a feeling

1:59 PM - Oct 19, 2020 - Twitter Web App
1 Retweet 14 Likes
Q p’ v &

youtube.com/watch?v=UbtB4sMaaNM
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Amazon 2001-2009: monolith to
microservices
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youtube.com/watch?v=mBU3AJ3j1rg
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Amazon 2001: “We were just waiting”

DD De

youtube.com/watch?v=mBU3AJ3j1rg
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How do we get to DevOps?

Technological Cultural

An automated process for moving code Cohesive, multidisciplinary teams.

from development to release: check-in, Developers are the “first responders” when
build, unit test, build artifact, integration things go wrong in production, with a sense
test, load test, staging, production, and of ownership from inception to release.

finally monitoring and telemetry.

youtube.com/watch?v=UbtB4sMaaNM
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Exercise: assemble a DevOps pipeline

Develop

Build

| |

| |

Test

| |

Deploy

| |

Monitor

Put each step into the stage where it belongs. Some could go in more than one place; be ready to defend your choice.

s

) (

Check in

) (

Peer review

Style check

N\

7

Compilation

N\

7

Run unit tests

N\

7

Build container
images

Run integration
tests

Run load tests

Run penetration
tests

|

Require manual
approval to
advance

J

Deploy to prod

Record errors
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A typical DevOps pipeline

[ Develop ] [ Build ] [ Test ] [ Deploy ] [ Monitor ]
Check in Style check Run integration tests [ Deploy to prod ] [ Record errors ]
Peer review Compilation Run load tests

RUN UNit tests Run penetration

tests
Build container Require manual
images approval to advance

One reasonable answer, not the only one.
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Compare Continuous Delivery and TDD

 Test driven development
- Write and maintain tests per-feature
« Unit tests help locate bugs (at unit level)

* Integration/system tests also needed to locate interaction-related
faults

« Continuous delivery
« Write and maintain high-level observability metrics

« Deploy features one-at-a-time, look for canaries in metrics
« Write fewer integration/system tests
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